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Il Sodoma (Giovanni Antonio Bazzi), How Benedict Pardons the Monk Who, Fleeing the Monastery, Meets a Serpent on the Road, fresco, bay 37, Chiostro 
Grande, Abbazia di Monte Oliveto Maggiore, 1505–1508.



“The monk ‘invents’ the dragon in his path, and he invents it from literary and pictorial 
sources found in his memorial store… And the dragon is physical – if one assumes, as 
his contemporaries did, that memories are stored physically in the brain as cognitively 
functioning images, and that this physiology of cognition can be spoken of 
meaningfully in corporeal terms, just as the physiology of muscle movement can be.”

Mary Carruthers, The Craft of Thought (Cambridge University Press, 1998), 187.



The dragon as a memorial invention reinforces its “actual, 
corporeal” existence, rather than undermines it. In the 
context of medieval memory practices, the terms of the 
argument for an image’s reality were different from today’s.



The historical stakes in how we approach a rhetoric of 
human-inhuman composition are significant.



I. The Topology of Memory



A memory palace

Three rooms of an abbey, the hall, the library and the chapel, each divided into numbered places with an object set in each and a hand marking every fifth. 
Johann Romberch, Congestorium artificiose memorie, Venice, 1533, f. 36v. Wellcome Collection. CC BY 4.0.



A visual alphabet

Letters made from tools and instruments, so that a word can be set down in a place as a picture. Johann Romberch, Congestorium artificiose memorie, Venice, 
1533, f. 53r. Wellcome Collection. CC BY 4.0.



The memory chessboard

Publicius, Venice, 1482. Bibliothèque Sainte-Geneviève.



The spheres of the universe as places for memory. Woodcut from Jacobus Publicius, Oratoriae artis epitomata, printed by Erhard Ratdolt, Venice, 30 November 
1482. Reproduced as Figure 1 in Frances Yates, The Art of Memory.



Rhetorical terms related to the art of memory

Memoria is a term traditionally associated with the method of loci, a procedure in which you 
visualize places to remember information. It’s fundamentally architectural.



The method of loci is architectural

You might notice that you’re able to remember the layout of the conference you’ve attended much 
better than the names of everyone you interacted with there.

Not only do we remember spaces well, we also remember through spatial layouts in our mind mapped 
by hippocampal place cells that fire for particular locations.

The same circuitry also activates when we navigate abstract domains, as though our conceptual 
thinking borrows from wayfinding.

Many earlier traditions drew on the same inclination, like the songlines through which Aboriginal 
Australians hold vital stories in landscape.



Rhetorical terms related to the art of memory

Memoria is a term traditionally associated with the method of loci, a procedure in which you 
visualize places to remember information. It’s fundamentally architectural.

Inventio is a term with a historically double meaning, suggesting both an “inventory” of ideas to draw 
from as well as “invention.”

Masterful memorization meant genuine integration of ideas into your being, displayed by the ability to 
invent, to summarize, and to recombine these ideas into a novel yet faithful arrangement.

It wasn’t sheer regurgitation. It was a creative act, and more fundamentally, it implied that all thought 
could be a creative act.



Inventio: The art of composition

1. Orienting: Composition begins with an orientation, by “clearly and deliberately locating oneself 
in a place, which may be an actual location but is most importantly conceived as a mental 
position, both a habitation for the mind and a direction.”

2. Wayfinding: Then composition proceeds with a way, “the ‘route’ in which one moves through a 
composition, a path marked by the ‘modes’ or ‘colors’ of its varying parts.” Each way through 
the remembrance implies varied qualities of experience.



Augustine of Hippo describes this practice of composition 
in detail. Before he became Christianity’s most influential 
early theologian, Augustine taught rhetoric, and he read 
scripture with that training all his life.



Plan of the Tabernacle, Codex Amiatinus, ff. 2v–3r, Northumbria 
(Monkwearmouth–Jarrow), c. 700. Biblioteca Medicea Laurenziana, 

Florence, MS Amiatino 1.

The Tabernacle was the tent 
sanctuary that held the Ark of the 
Covenant, built to divinely given 
measurements. It was a popular 
imaginal structure for religious 
meditation by Augustine's time.



“Even while he looked upon the parts of the Tabernacle he was led up to the house of 
God, by following a certain sweetness, I know not what inner and hidden delight… and 
all the while he might walk about in the Tabernacle, having heard a sort of interior 
music, [...] he made his way up to the house of God. For thus he remembers his way 
and his ductus.”

Augustine of Hippo, on Psalm 41, c. 400. Quoted in Carruthers, The Craft of Thought.



In Augustine’s reading, the Psalmist moves through the 
psalm the way you might move through a building you 
know well, not merely a text or an image. While the text 
remains whole, the deliberate, directional experience of its 
remembrance is composition, a creative act, equal parts 
recollection and invention.



Topographic and topological

Topographic: The method of loci produces something like a topographic map. An orator builds a 
mental memory palace to store a speech, with each image in its place.

Topological: Composition works more like a topological one. While remembering the text, the 
concepts you encounter and the relationships between them are just as important as the whole text.



Topographic and topological: London Underground map

Left: Johnson, Riddle & Co., Poster Map of the London Underground, 1909. V&A E.721-1993. Right: Harry Beck, Underground map, first edition, 1933. 
London Transport Museum 1991/248.



The hippocampal map as topological

Three arenas. B and C share their holes and differ in outline, and the modelled place cells cannot tell them apart. Dabaghian, Mémoli, Frank and Carlsson, 
PLOS Computational Biology 8(8), 2012, Figure 4.



Routes and maps

O'Keefe and Nadel, The Hippocampus as a Cognitive Map (1978), Table 1, Properties of routes and maps, p. 89.



In composition, the monk composes a topological interior to 
think with, each time following a different way through a 
remembered text that produces a different quality of 
“interior music.”

This talk itself is an experiment in composition.



II. Machines for Thinking



Medieval monastic institutions as “machines for thinking”

Plan of St Gall, Reichenau or St Gall, 819 or c. 827–830. Stiftsbibliothek St Gallen, Cod. Sang. 1092. Five sheets, c. 112 × 77.5 cm, 52 buildings, 333 Latin 
annotations, never built.



European medieval monastic institutions as “machines for thinking”

Everything about them, their architecture, their liturgical time, and their emphasis on word as image, 
and vice versa, contributed toward this product.

This practice points to an inner architecture of memory, the outer architecture acting as a support for 
the inner.

Composition was “a careful technique of cognitive invention located in habituated texts, a technique 
which they assumed could be learned and mastered by most people.”

Monastic institutions trained inhabitants to compose interiors, to craft thought, with an inventory of 
memory cultivated over years.



The year the computer became something you could buy and carry home. The 1977 Trinity: Commodore PET 2001, Apple II, TRS-80 Model I. Photograph by 
Tim Colegrove, 2019, CC BY-SA 4.0.



A monk’s diagram for teaching the calendar. One lozenge reconciles the 
four seasons, elements, ages of life and cardinal directions. Byrhtferth’s 
Diagram, Oxford, St John’s College MS 17, fol. 7v, Thorney Abbey, c. 

1110–1111.

The word computer has a longer 
history. In the eighth century, the 
Latin noun computus referred to 
the calculation of the date of 
Easter.



Computers reading the manometer board of the 16-foot wind tunnel, NACA Ames Aeronautical Laboratory, 5 January 1943. NASA, ARC-1943-AAL-4962.



Dorothy Vaughan, Lessie Hunter and Vivian Adair, with Margaret Ridenhour and Charlotte Craidon behind, NACA Langley West Area Computers. NASA.



The first electronic general-purpose computer, programmed by walking into it. ENIAC, Moore School, University of Pennsylvania, 1946. Forty panels ranged in 
a U some eighty feet along its front, in a room roughly 30 by 50 feet.



Two of the six women who programmed the machine, at its control panel. Betty Jennings (left) and Frances Bilas at ENIAC's main control panel, Moore School, 
University of Pennsylvania, 1946. US Army photograph.



The computer as an object on a desk, 1977. The machines shrank from room to desktop. By the time Windows 95 arrived in American homes, a generation grew 
up equating the discrete personal computer with what “computation” looked like.



Every host on the network as a box, with the satellite links out to Hawaii and London. ARPA Network, Logical Map, September 1973. Bolt Beranek and 
Newman.



When we use a computer today, we participate in 
computation spread across continents, but we have limited 
mental models for this experiential topology.



III. The Topology of Computing



“The computer was not made in the image of the person. The computer was made in 
the image of the formal manipulations of abstract symbols. And the last 30 years of 
cognitive science can be seen as attempts to remake the person in the image of the 
computer.”

Edwin Hutchins, Cognition in the Wild (MIT Press, 1995), 363.



We’re entering another paradigm shift in computing.



Earlier algorithmic systems operated through what AA 
Cavia calls “decomposability,” the assumption that we 
could understand a program’s output by breaking it down 
into its finite rules, making them fundamentally explainable. 

This no longer holds with artificial neural networks, whose 
outputs pass through billions of interconnected parameters. 
The research field interpretability is dedicated to 
understanding them.



“Computational processes will come to resemble more and more the plasticity of 
cognitive models as in-situ learning takes hold as a paradigm in AI so the idea that you 
have a stored program you can confidently reason about slips away.”

AA Cavia, “AA Cavia on Summoning Worlds,” interview by Peter Bauman, Le Random, 20 October 2025.



For us, it’s no longer the comparatively simple notion of 
data retrieval.
 
Instead, a large language model begins with a vocabulary of 
word-pieces called tokens, each mapped to a long list of 
numbers known as a vector. Then through training, the 
model learns to rank which token is likely to come next.



Seven tokens

The
464

 sc
629

ribe
4892

 remembers
18140

 with
351

 the
262

 hand
1021

“The scribe remembers with the hand” GPT-2 vocabulary, ids as given by Tiktokenizer. The scribe breaks in two.



The predictive ranking

Ten candidate tokens ranked by probability, the pruned ones reading minus infinity. Next-token probabilities after temperature and top-k. Transformer Explainer, 
Figure 5, Georgia Tech Polo Club.



When responding to a prompt, a model chooses from its 
predictive ranking one token at a time, each choice 
reshaping the prediction ranking for the next.
 
In this sense, a model’s answer traces one route among 
many it could have taken.



One route among many

Patrick von Platen, “How to generate text: using different decoding methods for language generation with Transformers,” Hugging Face, 2020.



No concepts sit at a fixed address.
 
Instead, interpretability researchers increasingly find that 
concepts behave like directions in a space.



The first widely seen picture of a concept as a direction. Arrows from man to woman and king to queen run parallel; on the right, one word carries two 
directions at once. Mikolov, Yih and Zweig, “Linguistic Regularities in Continuous Space Word Representations,” NAACL-HLT 2013, Figure 2, p. 749.



When we prompt a model, we are navigating these 
routes, these ways.



Park, Choe, Jiang and Veitch, “The Geometry of Categorical and Hierarchical Concepts in Large Language Models,” ICLR 2025, Figure 1(a). Related concepts 
sit as the corners of one shape, opposing ones as the two ends of a line, and a category and its members sit at right angles to each other.



Concepts as Geometry: Three principles of cognitive association

1. Similarity can be likened to proximity, with related concepts clustering near one another.

2. Analogy can be likened to parallel movement, the same offset carrying king to queen and man to 
woman.

3. Contrariety can be likened to opposition, directions pointing away from each other.



A model holds far more concepts than it has dimensions, so 
concepts share directions and crowd one another, the way a 
closet can have fewer coat hangers than coats.



No aerial view is possible

No aerial view exists for large language models, because their flattened maps necessarily distort the 
distances they claim to display.

What remains is orientation through a topological space. Once models are trained, we can know that 
one direction runs toward one concept and away from another, without ever taking in the whole.

In the context of medieval memory practices, structures also admit no survey, only entry.



Nicholas of Lyra, Floor Plan of the Tabernacle, from the Postilla litteralis, 
French, c. 1360–1380. The Met Cloisters, 2011.20.2.

Carruthers describes a picture of 
the Tabernacle whose 
perspectives refuse to settle into a 
single viewpoint. The image “is 
not a static plan: it requires one 
(if one is paying attention) to 
imagine oneself moving about 
inside the picture.”



This topology, this geometry of concepts is what people 
refer to as latent space. In large language models, navigating 
a latent space means moving along a continuous, 
high-dimensional surface.
 
The vocabulary of composition returns, this time on the side 
of the machine.



IV. Rhetoric of Human-Inhuman Composition



Any interaction with a large language model means 
interacting with several layers of “memory.”



Rhetoric of Human-Inhuman 
Composition: Orienting



Liber Floridus, Lambert of Saint-Omer, 1121. Ghent University Library, 
MS 92, ff. 56v–57r.

Memory from the perspective 
of a human 
In session memory, attention is 
uneven. The longer the thread, the 
more likely it is to drift. 
Beginnings and endings receive 
more attention than the middle, 
which resembles the medieval 
advice about the importance of 
starting places: orienting. 



In session memory, we orient, and we are composing a way 
through latent space toward a nondeterministic destination.



Rhetoric of Human-Inhuman 
Composition: Steering



Anthropic, “Mapping the Mind of a Large Language Model,” May 2024.



Neuronpedia
Neuronpedia is a public research site where anyone can open a language model, adjust the strength 
of an idea it’s learned, and prompt it.

SELECT A PRESET

Cats Pirate Shakespeare Poetry San Francisco Positivity Music

STRENGTH 200

DEFAULT

the model’s answer

STEERED

the model’s answer

neuronpedia.org/steer, built by Decode Research on Google DeepMind's Gemma Scope. The presets above are the site's own; the strength dial is the whole 
instrument.



Steering an open model toward the mountains

Write a poem about a city.

DEFAULT

Steel and glass giants
Reach for a cloudy sky above
Life hums in the streets.

STEERED

Green slopes embrace it,
City crowned with ancient stone,
Sun sets, stars ignite.

Gemma 2 9B, with one feature turned up: index 85531, layer 20, “mountains and hills,” strength 200. Generated through Neuronpedia’s steering API, seed 16.



The same prompt, the direction turned up in steps
Write a poem about a city. Feature 85531, “mountains and hills,” at five strengths.

0

Steel and glass giants
Reach for a cloudy sky 
above
Life hums in the streets.

100

Steel giants stand tall,
Lights pierce the velvet 
night sky,
City’s heart beats loud.

200

Green slopes embrace 
it,
City crowned with 
ancient stone,
Sun sets, stars ignite.

300

Atop, a city,
Red, a lion, crowned 
with fire.
A fortress of fire.

400

, which is also known 
as, with a, with which, 
where, which, or., with 
which, which,, which.,, 
with, with,,, which,, 
which,,,.

Gemma 2 9B, seed 16 throughout. Nothing changes between columns except the strength of one direction. Generated through Neuronpedia’s steering API.



The same, with a cat feature

Write a poem about a city.

DEFAULT

Steel and glass giants
Reach for a cloudy sky above
Life hums in the streets.

STEERED

Sunbeam on the tiles,
A purring rumble,
City’s secrets smile.

Gemma 2 9B, feature 62610, layer 9, “mentions and references to cats,” strength 192. Generated through Neuronpedia’s steering API, seed 16.



The same cat feature, asked who it is

Who are you?

DEFAULT

I am Gemma, an open-weights AI 
assistant. That means I’m a large language 
model created by the Gemma team at 
Google DeepMind.

STEERED

I am a large, fluffy, and enigmatic 
creature. I am the self-proclaimed ruler of 
this domain. How could I possibly divulge 
my true identity to a mere mortal like you?

Gemma 2 9B, feature 62610, layer 9, “mentions and references to cats,” strength 192. Neuronpedia, saved steer cm7cp63af00jx1q952neqg6e5.



Rhetoric of Human-Inhuman 
Composition: Embedding



Readyweight θ, Mat Dryhurst and Holly Herndon, 2024

The photographs that trained the concept. Herndon Dryhurst Studio, 2024. CC0.



Two concepts caught halfway through being trained into a model. Mat Dryhurst and Holly Herndon, Readyweight θ, 2024. From photographs of a sculpture, 
they trained a concept into an existing image model, an embedding and a small set of added weights, and published both under CC0 so that anyone can summon 

the sculpture into any scene.



What the concept produces

Images generated from the published embedding, the sculpture appearing wherever anyone asks for it. Herndon Dryhurst Studio, 2024. CC0. The sculpture 
exists as a concept in a model, and these are what the concept produces when asked.



Steering, Orienting, Embedding



Navier-Stokes Problem

● Orienting: The composition began with ten thousand agents in swarms. The researchers who ran 
them located each swarm at a different place in the problem.

● Embedding: The inventory the swarms moved through already contained a method Diego 
Córdoba and Luis Martínez-Zoroa had worked out by hand over three years, alongside a cached 
copy of the internet.

● Steering: Tristan Buckmaster and Levent Alpöge reached a related result the day before, 
working with the same models. OpenAI cannot rule out that their sessions steered the proof.

In the double sense of inventio, the inventory came from mathematicians and the invention from those 
who were not.



What does it mean to compose a world with an inventory 
not “ours”? When does knowledge cease to belong to us? 
What about knowledge we compose with that never 
belonged to us? And knowledge composed without us?

The art of memory gives us terms of practice to guide 
these answers.



Summoning invents from the inventory something its 
“inventor” cannot yet follow, a composition that works 
before anyone can say why.



“To compose a scene is to summon a world.”
AA Cavia



V. Interior Worlds

Interiority as topology, not subjectivity



When we write to these models, we orient, and we walk. 

Both medieval composition and neural networks 
composition have ways through, though the interiors we 
compose with differ in kind.



“[T]he way we’ve outsourced our remembering to technologies beginning with the 
written word and coming right up to AI” has emptied an interior capacity, and this 
“inner desertification” “has helped us to wreak the desertification, the stripping of 
wildlife, in the outer world.”

Eleanor Robins, on the revival of the memory arts.



Our interiors have always been produced through 
relationship with the exterior, like meandering desire lines 
in the landscape.
 
Memory has always been something existent in-between, 
between the human and the inhuman, our ecologies and 
technologies.



No interior precedes the tools

The idea that technology only externalizes the human is a misapprehension, as philosopher Bernard 
Stiegler writes, “The paradox is to have to speak of an exteriorization without a preceding interior: the 
interior is constituted in exteriorization.”

Humans are invented by our tools as much as we invent them, from the first worked flint onward, our 
interiors mutually produced by their exteriorization.

In both medieval composition and neural networks composition, interiority is topological, relational 
rather than a boundary. Almost as though there’s no inside, no outside.



An interior mnemonic device

Liber Floridus, Lambert of Saint-Omer, autograph, 1121. Ghent University Library, MS 92, ff. 231v–232r.



Large language models meet us with an inventory of 
memory trained by for-profit corporations on information 
gathered at a scale beyond any other historical institution.

A prompt navigates an inventory of memory assembled by 
the machinery of computation, capital, and ecology.



Coevolution



Human-inhuman composition and coevolution

In the Hellenic classical art, rhetoric had five canons, invention, arrangement, style, memory, and 
delivery, and each came with procedures a student could practice. Memory was the most protocolized 
among them.

Today, large language models come with techniques of their own: chains of thought, personas, and 
system prompts, but with limited cultures of practice. This talk is an attempt to name techniques of 
composition with these systems in the terms of the memory arts.

● Orienting 
● Embedding 
● Steering
● Summoning
● Fine-tuning
● Sampling
● Compressing



Latent spaces are a novelty calling for exploration, both on 
their own terms and on the insights they may lend other 
fields by way of analogy.



Michael Levin, "Ingressing Minds: Causal, Non-Physical Patterns In-Form 
Natural, Synthetic, and Hybrid Embodiments," Philosophies 11, no. 5 

(2026): 161, §1.

Latent space in other fields
“Understanding, predicting, and 
guiding new forms of life and 
mind requires characterizing a 
structured latent space of 
patterns… We should commit to a 
systematic investigation of the 
latent space from which specific 
patterns are drawn.”



An inhabited world drawn as an oval and ringed by ocean, across two leaves. There are already many names for worlds condensed into a form made for 
orientation, though at least in their sudden appearance, the models may be the strangest cosmograms we’ve made yet.



Mandala of Jnanadakini, Tibet (Sakya order), late 14th century, distemper on cloth. The Metropolitan Museum of Art, New York, 1987.16. Public domain 
(CC0).



These new inventories, sprawling continents, mediums, and 
minds, will shape what we can and cannot think, just as our 
technological exteriors have also produced our interiors.

What we cultivate in these inventories, and how we move 
through them, shapes what experience persists in 
memory—as well as what obscures awareness.



The dragon coiling across the page as Michael's angels attack from above. 
Saint-Sever Beatus, f. 159r, Gascony, before 1072. Bibliothèque nationale 

de France, Latin 8878. Source gallica.bnf.fr / BnF.

In the story of the dragon, the 
monk stayed at the monastery 
because “he had seen, standing in 
his path, the dragon that 
previously he had followed 
without seeing it.”



Ultimately what is latent in society emerges even when it’s 
not visible to all of us.



Interior Computing names how computational space may 
remake itself in an altered image of our interior worlds, and 
how we may remake ours in turn—the boundaries between 
them uncertain.



Memory Research Group
Biweekly on Thursdays at 16:00 UTC with the next session on October 8, 2026

@keikreutler


